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Heespoocuu

E.U. Jleweeuu

Oxonuun benopycckuii 2ocydapecmeennvlil yHusepcumenm uH@opmamuxu u paouosnekmporuxu. Maeucmpanm
Kageopul undiceneprol u komnviomepuou epagpuxu BI'VUP. Obnacms HayyHo2o unmepeca — enusHue UHppazeyka
Ha buonozuueckue MmKaHu.

IL.B. Kamnau

Oxonuun benopycckuii 2ocyoapcmeennulii yHugepcumen urgopmamuxy u paouodiekmponuxu. Joyenm,
KaHOUOam mexHuyeckux HayK, 3amecmument OeKaHd Qaxyibmema KOMNbIOMEPHO20 NPOEKMUPOBAHUsL, OOYEHIM
Kageopwr snexkmponnol mexuuxu u mexvonoeuu BI'YUP. Obracme uayunoeo unmepeca — NpOEKMUpPOBAHUE
MEOUYUHCKUX DNEKMPOHHBIX CUCMEM.

B.M. Bonoapux

Obpaszosanue: 1983-1988 Munckuii paduomexnuueckuti uHcmumym, cneyuaibHocms «Koncmpyupoearue u
npouU3800CME0 paoUoannapamypuly, Keamupukayus - UHICeHep-KOHCmpyKkmop-mexuonoe. Obnacmv HAYy4HO2O
unmepeca — npoeKmMupo8anue MeOUYUHCKUX INEKMPOHHBIX CUCMEM, 6HeOpeHUe OUCIAHYUOHHBIX 00PA3068AMENbHBIX
MEexXHONI02U.
' JI. Cumnuk

Kanouoam meduyunckux nayk, doyenm, epau evicuiell Kameeopuu no Hegporozuu. Obracmv HAyyHO20
unmepeca — Jneuerue OObHLIX C HeBPOIOSUYECKUMU NPOABILEHUAMU NOACHUYHO20 OCMEOXOHOPO3d,
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H.H. Pesunckasn

Oxonuuna Benopycckuii 2ocyoapcmeennbviii yHusepcumem un@OpmMamuky u paouodNeKmpoHuru. Acnupanm
Kagheopuvl d1eKkmporHot mexnuky u mexvono2uu. Oonacms HAYYHO20 UHMepeca — MEOUYUHCKASL INEKMPOHUKA U
00pabomra MeOUYUHCKUX CUCHATIOS.

AnHOTanus. PaccMOTpeHa TEXHOJIOTHS BBIYMCICHHN OOJNBITNX MACCHBOB JAaHHBIX Ha 0a3e TrpaduuecKux
MIPOLIECCOPOB C Hcmoyb3oBaHueM TexHonorun CUDA.
KmoueBsie ciiopa: CUDA, GPU, GPGPU, ALU, BuzneokapTta, rpadudecKuii ananrtep

Beenenue.

VYcrpoiictBa  [UIsi  NPEBPALLEHUS  NEPCOHAJIBHBIX  KOMIIBIOTEPOB B MAaJEHbKUE
CYNEPKOMIIBIOTEPHI M3BECTHBI TOBOJBHO AaBHO. EmE B 80-X romax mpouuioro Beka Ha phIHKE
IIpejiarajJiuch TaK Ha3bIBA€MblE TPAHCIBIOTEPHI, KOTOPbIE BCTABISJINCH B PACHpOCTPAHEHHBIE
torga ciotbl pacmupenust [SA. IlepBoe BpeMs X NPOU3BOAMTEIBLHOCTH B COOTBETCTBYIOLIUX
3aJjauax BIEYATIIIIA, HO 3aT€M POCT OBICTPOICHCTBHS YHUBEPCATBHBIX MPOLIECCOPOB YCKOPUIICH,
OHU YCHUJIWJIA CBOM NO3MIMM B MapajuIeIbHBIX BBIYMCIEHUSX, U CMBICIA B TPAHCIBIOTEPAX HE
0CTajoCh.

Emé HeckonbKo JIeT Ha3a[ MOSBWINCH TEPBbIE TEXHOJOTMHM HErpapuyecKux pacdéroB
obmero nHazHadenuss GPGPU (General-Purpose computation on GPUs). Benp coBpemeHHBIC
BUJICOUMITBI COJIEPKAT COTHH MATEMaTHUECKUX HCIIOJHUTENBHBIX OJIOKOB, M 3Ta MOIIb MOXET
HCIIOJIb30BaThCs JJIsl 3HAUMTEIBHOIO YCKOPEHUS MHOXECTBA BBIYMCIUTEIBHO HMHTEHCHUBHBIX
npuioxenuid. Y upiHenaue nokonenuss GPU obnanaroT 10cTaTouHo rHOKOi apXUTEKTYpOH, U4TO
BMECTE C BBICOKOYPOBHEBBIMM SI3bIKAMH IPOIPaMMHUPOBAaHUS U IPOrpPaMMHO-ANINApaTHBIMU
apXUTEKTypaMH, PACKPBIBAET 3T BO3MOKHOCTHU U JIJIaeT X 3HAUYUTEIHHO 00Jiee JOCTYITHBIMH.

AKTYyaJIbHOCTb.

Ha co3manue GPCPU pa3paGoTuukoB MOOYAMIIO MOSIBIEHHE JOCTATOYHO OBICTPHIX H
MOKUX IIEHAEPHBIX MPOrpaMM, KOTOPbIE CHOCOOHBI HCHOJHATH COBPEMEHHBIC BHCOYMIIBI.
Pazpabotunku 3axymanu caenaTh Tak, uToosl GPU paccuntsiBaiu He TOIBKO n300pakenue B 3D
IIPWIOKEHUSAX, HO M NPUMEHSUIMCh B Opyrux napamienbHbix pacuérax. B GPGPU pns storo
ucnonb3oBanuchk rpapuueckue API: OpenGL u Direct3D, korma naHHble K BHACOUHUITY
IepelaBaluCh B BUJE TEKCTYp, a PAacyYETHBIE IPOrpaMMBbl 3arpy’kajuchb B BHJIE IIEHIEPOB.
Boruncnenus nva GPU pa3BuBanuch M pa3BUBAIOTCS OueHb ObicTpo. M B manbHelmieM, nBa
OCHOBHBIX Hpou3BoauTens BuaeouunoB, Nvidia u AMD, pa3paboTanu W aHOHCHUPOBAIU
cootBeTcTByOMmUe miatdopmel moa HazBanueM CUDA (Compute Unified Device Architecture)
u CTM (Close To Metal nnu AMD Stream Computing)

Pasnuna mexay CPU n GPU B napanieibHbIX pacuéTax.

Poct yacToT yHUBEpCaIbHBIX MPOLECCOPOB YNEPCS B (PU3NYECKHE OTPAHUYCHUS U BHICOKOE
SHEpPromnoTpediieHue, U yBETUYEHUE MX HPOM3BOIUTEIBHOCTH BCE Halle MPOMCXOIHUT 3a CYET
pa3MelIieHNs] HECKOJbKUX siiep B onHOM uune. IIpomaBaemble ceiluac mpoLeccopsl coaepkar
JUIIB 10 YeTHIPEX sAnep (JanbHeHIui pocT He OyZeT OBICTPBIM) M OHU TpPEAHA3HAYECHBI IS
OOBIYHBIX MPWIOKECHUM, UCTIONBE3YIOT MIMD — MHOXECTBEHHBIH MOTOK KOMaHJ M JIaHHBIX.
Kaxnoe siapo paboTaeTr OTAEIBHO OT OCTAJIbHBIX, UCIIOJHSAS pa3Hble MHCTPYKIUH IS Pa3HbIX
IIPOLIECCOB.

Cneuunanu3upoBaHHble  BEKTOpHbIE  Bo3MOXHOcTH  (SSE2  u SSE3)  nmusa
YETBIPEXKOMIIOHEHTHBIX (OJUMHApHAas TOYHOCTb BBIYMCIEHUN C IUIABAIOLIEH TOYKOM) U
JBYXKOMIIOHEHTHBIX ([IBOIIHAasi TOUHOCTH) BEKTOPOB MOSIBUINCH B YHUBEPCAJIBHBIX MPOIECCOPax
M3-32 BO3POCUINX TpeOOBaHUN TpapuecKuX NpUIOKEeHUH, B IEpBYIO ouepeib. IMEHHO o3TOMy
114 onpeaenéHHbIX 3aaa4d npuMeHenue GPU BeirogHee, Beb OHU U3HAYAJIbHO CAEIAHBbI AJIs HUX.

Hampumep, B Buneounnax Nvidia OCHOBHOW OJIOK — 3TO MYJIBTHIIPOIIECCOP C BOCEMBIO-
JecAThio siapaMu U cOTHAMU ALU B 11e710M, HECKOJIBKUMH ThICSYaMH PETHCTPOB M HEOOIBIINM
KOJIMYECTBOM paznensgeMoil obmeit mamstu. Kpome Toro, Buaeokapra COIEPKHUT OBICTPYIO
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rJ100aIbHYIO TAMSATH C JOCTYTIOM K Hel BCEX MYJIBTUIIPOIIECCOPOB, JIOKATBHYIO MAMSITh B KaXKJIOM
MYJIBTUIIPOLIECCOPE, a TAK)KE CIELMATBHYIO NaMsTh JUIsl KOHCTAHT.

CaMoe riaBHOE — 3TH HECKOJBKO siaep MyiabTunponeccopa B GPU sBustorcs SIMD
(OAMHOYHBIN MOTOK KOMaH 1, MHO>KECTBO ITOTOKOB JAHHBIX ) siipaMu. V1 3TH siipa UCTIONHSAIOT OTHU
U T€ K€ MHCTPYKIUH OJHOBPEMEHHO, TaKOH CTHUJIb MPOTrPAMMHUPOBAHUS SBISIETCS OOBIYHBIM IS
rpadMUecKux alropuTMOB M MHOTHX HAy4HBIX 3agad, HO TpeOyeT chernudpuuecKkoro
IIPOrpaMMHUPOBAaHUS. 3aTO TAKOW MOAXOJ IO3BOJISAET YBEIMUYUTh KOJIMUYECTBO MCIOIHUTEIBHBIX
OJIOKOB 3a CUET UX YIPOILEHHUS.

Wrak, nepeurciuM ocHOBHBIE pasnuuus Mexay apxutekrypamu CPU u GPU. fAnpa CPU
CO3/1aHbl JJI UCIOJHEHHUS OJHOIO0 IOTOKA IOCIEAOBATEIbHBIX MHCTPYKIUN C MaKCUMalIbHON
npou3BoauTensHOCThIO, @ GPU mpoekTtupyrorcst uist OBICTPOro MCIIOJHEHHs OOJBIIOrO YMCIia
[AapaJUIEIbHO  BBIINOJIHAEMBIX ~ IIOTOKOB  MHCTPYKIMH.  YHHBEpPCAJbHBIE  MPOLECCOPHI
ONTHMHU3HUPOBAHbl JJI JOCTH)KEHHS BBICOKOW NPOM3BOAUTEIBHOCTH EAMHCTBEHHOIO IOTOKA
KOMaH/I, 00pabaThIBaIOIIEro U IeJible YHcia U Yicia ¢ miaBatomieid Toukoit. [Tpu sTom goctym K
MIaMATH CIIy4alHbIN.

Pazpaborunku CPU crapaiorcs 10OUTBHCS BBIMOJHEHHS KaK MOXKHO OOJBIIET0 YHcia
MHCTPYKIMH TMapajuieNbHO, JUIS yBEIUYEHHUS IMPOU3BOAMTENBbHOCTU. [l 3TOro, HaumHas c
nporeccopoB Intel Pentium, mOsSBUIOCH CynepcKasipHOE BBHIMOJIHEHHE, OOecreunBalomiee
BBINOJIHEHHE JBYX WHCTPYKIIMH 32 TakT, a Pentium Pro oTnuunics BHeOYepeAHBIM BHIIOJIHEHHEM
UHCTpyKUuid. Ho y mapanienbHOro BBIIOJIHEHUS MOCIIEN0BATENBHOIO IOTOKA MHCTPYKIUI €CTh
ornpeenéHHbIe 0a30Bble OTPAHUYCHUS U YBEIMUYCHHEM KOJIMYECTBA HCIIOJHUTENBHBIX OJOKOB
KPaTHOTO YBEJIIMYCHHUSI CKOPOCTH HE JOOUTHCS.

VY BuaeouHnoB paboTa mpocTas M pacnapajuleleHHas U3HadaabHO. Buieounun npuHumaer
Ha BXOJ€ TPYIINY IOJUTOHOB, MPOBOJAUT BCE HEOOXOTUMBIC ONEpPAIlMH, W Ha BHIXOJE BBHITAET
nukcend. OOpaboTKa TIOJUTOHOB M THMKCENeHl He3aBUCHMa, HMX MOXHO 00pabaThiBaTh
IapajuiesIbHO, OTAENIBHO APYT OT Apyra. [loaToMy, n3-3a M3HA4YaIbHO NapajieIbHON OpraHu3alun
pabotsl B GPU ucnonb3yetcst 60JbI1110€ KOJIUYECTBO UCTIOTHUTEIBHBIX OJIOKOB, KOTOPHIE JIETKO
3arpy3uTh, B OTIMYME OT IOCJIENOBaTeapHOro nortoka MHcTpykumi mist CPU. Kpome Toro,
coBpemeHnHble GPU Taxke MOTYT MCIOJIHATH OO0JbIe OJHOW MHCTpYKIMHU 3a TakT (dual issue).
Tak, apxutextypa Tesla B HEKOTOpBIX YCIOBHSX 3allyCKaeT Ha WCIOJHEHHE OIepaluu
MAD+MUL unn MAD+SFU onHOBpEeMEHHO.

GPU otnuuaercsa ot CPU emé u no npuniunam aoctyna k naMatu. B GPU on cBsi3aHHbII
U JIETKO NPEACKA3yeMblii — €CJIM U3 NaMSITH YUTAEeTCsl TEKCEIb TEKCTYPBl, TO YepE3 HEKOTOPOE
BpeMsl MPUIET BpeMsi U Ui COCENHMX Tekcele. Jla M mpu 3amucu TO ke — IUKCENb
3anmuckIBaeTcs BO hpeiiMOydep, v uepe3 HECKOJIBKO TAKTOB Oy 1T 3aMMChIBATHCS PACTIONOKEHHBIN
psaoM ¢ HuM. [loaToMy opraHu3zanus naMaTH OTIAMYAETCs OT TOH, 4To ucnonb3yercs B CPU. U
BUJICOUUIy, B OTJINYME OT YHHMBEPCAIbHBIX IPOLIECCOPOB, NPOCTO HE HY)KHA KAUI-NAaMATh
00JIBIIIOTO pa3Mepa, a Uit TEKCTYp TPEOYIOTCS TUIIh HECKOIBKO (10 128-256 B HeiHEmHUX GPU)
KUJIO0AMT.

Ja u cama 1o cebe padora ¢ namsateio y GPU u CPU Heckonbpko oTnnuaercs. Tak, He Bce
LEHTpaJIbHBIE MPOIECCOPhl UMEIOT BCTPOCHHbIE KOHTPOJIEpHl namsaTH, a y Bcex GPU o0bruHO
€CTb 110 HECKOJIbKO KOHTPOJUIEPOB, BIUIOTH A0 BOChbMH 64-0uTHBIX KaHasoB B yure Nvidia GT200.
Kpowme Toro, Ha BuieokapTax npumeHsiercs: 6osiee ObICTpas NamMsITh, U B pe3yJIbTaTe BUICOYUIIAM
JOCTYIIHA B pa3bl OOJbIIas MPOMYCKHAs CIIOCOOHOCTh MaMsATH, YTO TAKXKE BEChbMa BAaXKHO IS
napajieNIbHBIX pacuéToB, ONMEPUPYIOUINX C OTPOMHBIMHU MOTOKAMU JIaHHBIX.

B yHHBepcanpHBIX mpoleccopax OoJbIIME KOJIMYECTBAa TPAH3UCTOPOB U IUIOIIAAb YHUIA
uayT Ha Oydepsl KOMaH, arnapaTHOE MpeacKa3aHue BETBICHHS U OTPOMHbIE 00bEMbI HAYUIIOBOM
Koul-namsTi. Bce 93T anmapatHele  OJOKM  HYKHBI  JJIi  YCKOPEHHUS  HMCIIOJHEHHS
HEMHOTOYHCJICHHBIX TIOTOKOB KOMaHJ. Buxeouuns! TpaTsAT TPaH3UCTOPHl HA MACCHUBBI
UCTIOJTHUTENIBHBIX OJIOKOB, YIPABISIONIME MOTOKAMHU OJOKH, pa3AessieMylo MaMsiTh HeOOIbIIOro

52



Jesamas Meocoynapoonas nayuno-npaxmudeckas kongepenyus «BIG DATA and Advanced Analytics. BIG DATA
U aHanu3 8vlcoko2o ypoeusay, Murnck, Pecnybnuka Berapycw, 17-18 mas 2023 200a

00béMa M KOHTPOJUIEPHI MaMATH Ha HECKOJBKO KaHAJOB. BpllenepeuncieHHoe He YCKOpseT
BBINIOJIHEHHE OTAETBHBIX IOTOKOB, OHO IIO3BOJIAET YMITy OOpadaThiBaTh HECKOJIBKHMX THICSY
MIOTOKOB, OJHOBPEMEHHO HCIIOJHSIOMIMXCS YHUIIOM M TPEOYIOUIMX BBICOKOH MPOIYCKHOM
CIIOCOOHOCTH MaMSITH.

[Ipo oTnuuus B K3MMPOBaHUM. YHUBEPCAIBHBIE LIEHTPAIbHBIE NPOLIECCOPHI UCIIOIB3YIOT
KALI-MIAMSTh JJIsl YBEJIMUYEHUS! MTPOU3BOJUTENIBHOCTH 3a CYET CHIKEHUS 3aepKEeK JOCTyma K
namaT, a GPU ucnons3ytoT K3 uiik oOUIyI0 MaMsATh JJIs YBEIUYSHUS TOJIOCHI IPOITYCKaHHSL.
CPU cHmxKaioT 3aJep>KKH JTOCTYyTNa K MaMATH MPU MOMOIIHM K3II-TIAMATH OOJIBIIOTO pa3Mepa, a
TaKXKe IpeJCKa3aHusl BETBICHHM KoAa. DTH anmapaTHbIE YacTH 3aHUMAIOT OOJBIIYIO YacTh
IUIOMIAId YUTa U TMOTPEONISIOT MHOTO SHEpruu. Bumaeouunsl oOXomsT mpobiemy 3aaepiKex
J0CTyNa K MaMATH MPU MOMOIIY OJHOBPEMEHHOI'O UCIIOJIHEHUS THICAY ITOTOKOB — B TO BPEMH,
KOI'Zla OJIMH U3 TOTOKOB O’KUJAET JAHHBIX U3 NaMSITH, BUICOUNIT MOKET BBIIOIHITH BHIYMCICHUS
APYroro MoToKa 0e3 0’KUAAHUS U 3aJIePIKEK.

EcTth MHOECTBO pa3nuuuil ¥ B noajep:xkke MHoronorouHoctu. CPU ucnonuser 1-2 noroka
BBIYHCIIEHUI HA OJJTHO IIPOLIECCOPHOE AP0, a BUACOUYUIBI MOTYT oaAepxkuBaTh 10 1024 nmoTokoB
Ha KaXAbld MYJBTUIPOLECCOP, KOTOPBIX B UMIIE HECKOJIBKO HITYK. W ecnu mepexkiatodeHue ¢
onHoro nortoka Ha Apyroi niusi CPU crout cotHu TaktoB, To GPU mepekioyaer HECKOIbKO
IIOTOKOB 32 OJIMH TaKT.

Kpome Toro, uentpampHble mpoueccopbl ucnoibdytoT SIMD (ogHa wuHCTpyKIus
BBITOJIHSACTCSI HAJ MHOTOYMCICHHBIMU JIaHHBIMH) OJOKM Ui BEKTOPHBIX BBIYMCICHHUH, a
Bugeounnsl npuMeHsA0T SIMT (ogHa MHCTPYKIMS M HECKOJIBKO IOTOKOB) JUIsl CKaJISpHOM
ob6pabotku mortokoB. SIMT He Tpebyer, yTOOBI pazpabOTUMK NpeoOpa3oBbIBAN JaHHBIE B
BEKTOPBI, U IOIYCKAET IPOU3BOJIbHBIE BETBICHUS B IOTOKAX.

O0JiacTi NpUMeHeHNs napajieabHbIX pacuéToB Ha GPU.

UroObl MOHATH, KaKWe MPEUMYIIECTBA NPUHOCUT IEPEHOC pacu€TOB Ha BUICOUMIIH,
npuBeaéM ycpeaHEHHBIE HU(PBI, MOIy4YeHHbIE UCCIIEA0BATEeNsIMHU 110 BceMy Mupy. B cpennem,
nipu nepeHoce BeiunciaeHut Ha GPU, Bo MHOrux 3amayax nocturaercs yckopenue B 5-30 pas, mo
CpaBHEHHIO C OBICTPBIMU YHUBEpCAJIbHBIMU Iporeccopamu. Cample Oomnbine udpsl (Opsaka
100-kpaTHOrO yCcKOpeHus: U naxe Ooisee!) mocTUraroTcs Ha Koje, KOTOPBIH HE OYEHb XOPOIIO
MOAXOUT 7Sl pacd€ToB mpu oMoty 61okoB SSE, Ho BnonHe yaooeH mis GPU.

OTO NUIIb HEKOTOpBIE IPUMEPHI yCKOpeHul cuHretndeckoro koga Ha GPU nporus SSE-
BeKkTOpu30BaHHOTO koja Ha CPU (mo manubM Nvidia):

» @iyopecueHTHas MUKpockonus: 12x;

» MonekynsipHas quHamuka (non-bonded force calc): 8-16x;

* DyieKTpocTaTuka (IpsMoe 1 MHOroypoBHEBOe cymmupoBanue Kyinona): 40-120x u 7x.

Kak Buaure, uu¢psl BecbMa MpHUBIeKaTeNbHbIe, 0cO0eHHO BrieyatisitoT 100-150-kpaTHble
npupocThl. B cnenyromeii crathe, mocBameéaHo CUDA, MbI moapo6HO pa3depéM HEKOTOpbhIE U3
TUX IUPp. A ceifuac mepevynuciauM OCHOBHBIC MPHIOKEHHS, B KOTOPBIX Ceuac MPUMEHSIOTCS
BeruuciieHust Ha GPU: ananmu3 u oOpaboTka M300paKeHWH W CUTHAJIOB, CUMYJSLUSA (DU3MKH,
BBIUMCIIUTENIbHAS MATEMATHKA, BBIYUCIUTENNbHAs OMOIOTHSA, (PMHAHCOBBIE PAcUYEThI, 0a3bl TaHHBIX,
JMHAMUKa Ta30B W JKUAKOCTEH, Kpunrorpadus, aganTuBHAs JydyeBas TEpamusi, aCTPOHOMMI,
o0paboTka 3Byka, OmomH(popMaTHKa, OMOJOTHUECKHE CUMYJISIHH, KOMIIBIOTEPHOE 3peHHeE,
aHanu3 AaHHbIX (data mining), nndpoBoe KMHO U TEIEBUACHHE, YIEKTPOMArHUTHbBIE CUMYJISINH,
reOMH(OPMALIMOHHBIE CUCTEMbI, BOCHHbIC MTPUMEHEHHsI, TOPHOE IJIAHUPOBAHUE, MOJICKYJIIPHAS
IMHAMHKA, MarHuTHO-pe3oHaHcHass Tomorpadus (MRI), Helipocetn, oxeaHorpaduueckue
ucclieIoBaHMs, (PU3MKA YACTHIL, CUMYJISIUS CBEPTHIBAHUA MOJEKYJ Oellka, KBAaHTOBAas XUMMS,
TpacCUpOBKa Jyd4el, BU3yalln3alus, pagapbl, THAPOJANHAMHUYECKOE MOJEIHpPOBaHUE (Teservoir
simulation), HICKyCCTBEHHBII MHTEIJICKT, aHAJIHU3 CITyTHUKOBBIX JAHHBIX, CEHCMHUECKas pa3Be/iKa,
XUPYPTUs, YIbTPa3BYK, BUACOKOH(DEPECHIINN.
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Pucynox 1. CxemaTndeckoe n300pakeHHe yCTPOMCTBA rpa)MuecKoro aaanrepa

Mogaeas namsitu CUDA

Monens namsitu B CUDA oTnngaercss BO3SMOKHOCTBIO TOOAUTHOM aipecaliuu, MoAaep:KKOH
kak gather, Tak u scatter. JJocTynmHO JOBOJBHO OOJBIIOE KOJUYECTBO PETUCTPOB HA Ka)JIbIi
MOTOKOBBIH mporeccop, 10 1024 mryk. JlocTyn K HUM O4eHb OBICTPBIN, XpaHUTh B HUX MOKHO
32-OuTHBIC LIEJIbIe WK YHCIIA C TUIABAOIIEH TOYKOMA.

Kaxnaplii moTok uMeeT JocTynm K cieayromuM tunmam namsata (Puc. 2): rnobanbpHas
MaMsTh — CaMblid OOJIBIION O0BEM MaMSTH, TOCTYHMHBIA JUISI BCEX MYJBTHIIPOIIECCOPOB Ha
BUJICOUHUIIE, pa3Mep COCTABISAET OT 256 merabaiT 1o 1.5 rurabailT Ha TeKyIUX pemeHusx (1 1o 4
I'6aiiT Ha Tesla). ObGnamaeT BBICOKOW MPOMYCKHOU crocoOHOCThIO, Oosee 100 rurabaiit/c mms
TOMOBBIX peuieHud Nvidia, HO o4eHb OOJBIIUMH 33JE€PKKaMU B HECKOJIBKO COT TakToB. He
K3IIMPYETCsl, oJAepKuBaeT 0000mEHHbIe MHCTPYKUUH load u store, 1 0ObIYHBIC yKa3aTeln Ha
aMATh.

JlokanpHasi MaMsITh — 3TO HEOONBIION 00BEM MAMATH, K KOTOPOMY UMEET JOCTYT TOJIBKO
OJIMH MTOTOKOBBIH mporeccop. OHa OTHOCUTENBHO MEUIEHHAsi — Takas JkKe, Kak 1 IJ1o0anbHasl.

Paznensemas mamsite — 310 16-KHIOOANUTHBINM (B BUICOYMIIAX HBIHEITHEH apXUTEKTYPHI)
OJIOK TTaMSTH C OOIIMM JOCTYIIOM JJIsi BCEX TTOTOKOBBIX MPOIECCOPOB B MYJIBTUIIPOIIECCOpE. ITa
namsITh BeChMa ObICTpast, Takas ’ke, Kak peructpbl. OHa oOecreunBaeT B3auMOACHCTBIE TOTOKOB,
yHOpaBisieTcss pa3pabdOTYMKOM HampsMyl0 M HMEeT HHM3KHe 3aaepxku. [IpenmymiecTa
pasfensaeMol MaMmsTH: MCIIOJIIb30BAaHME B BHJIE YNPABJISIEMOIO MPOIPAaMMUCTOM K3ILIA IEPBOIO
YPOBHSI, CHMKCHHE 3aJiepKEK NpU JOCTYIE HCIONHUTENbHBIX O10k0B (ALU) K JIaHHBIM,
COKpaIleHie KoTu4ecTBa oOpalieHnii K r100anbHONi MaMsTH.
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P UCYHOK 2. Mogenb A0CTyIIa K PA3JIMYHBIM TUIIAM IMaMATU

[TamsTh KOHCTAHT — 00JacTh MaMATH 00beMOM 64 KuiobaiTa (TO K€ — ISl HBIHEIIHUX
GPU), noctymHasi TOJBKO JUIS YTEHHS BCEMH MyJbTHIpoueccopamu. OHa K3mupyercs mo 8
KUJI00alT Ha Ka)blii MyJbTUIIpOIieccop. JJoOBONbHO MeasieHHass — 3a/iep’KKa B HECKOJIBKO COT
TaKTOB IIPU OTCYTCTBUU HYXHBIX JTaHHBIX B K3IIIE.

Texkcrypnas mamMiatb —  OJNOK  MaMATH, JOCTYNHBIM  JUIi  YTEHUS  BCEMH
MYJIBTHIIpOLIECCOPaMU. BBIOOpKa JaHHBIX OCYIIECTBISETCS MPU MOMOIIM TEKCTYPHBIX OJIOKOB
BUJICOUHMIIA, TTO3TOMY TMPEAOCTABISIOTCS BO3MOXKHOCTH JIMHEHHON WHTEPHOJSAIMM JaHHBIX 0Oe3
JOTIONTHUTENBHBIX 3aTpaT. Kommpyercs mo 8 KuwinoOalWT Ha KakObI MYJIBTHIIPOLIECCOP.
MennenHnas, Kak ri100anbHasi — COTHHM TAKTOB 3aJIEPKKU MPU OTCYTCTBHU JAHHBIX B KOIIIE.

EcrecTtBeHHO, uTO Trio0OanbHasi, JIOKaJbHAs, TEKCTypHass M MaMATh KOHCTAaHT — 3TO
¢u3nyecku oIHA M Ta K€ MaMsTh, U3BECTHAs KaK JIOKaJlbHas BHJICONAMATh BHIEOKapThl. Mx
OTJINYUS B PA3JIMYHBIX AITOPUTMAaX KIIUPOBAHUA U MOJEISX AocTyna. LleHTpanbHbIi mponeccop
MO>KET OOHOBJIATH W 3alpallMBaTh TOJbKO BHEUIHIOI MaMsATh: INIOOANbHYIO, KOHCTAHTHYIO H
TEKCTYPHYIO.

W3 nanmucanHoro Bbime noHatHo, yto CUDA mpenmnonaraer cnenuajibHbIM MOAXOX K
pa3paboTke, He COBCEM TakoM, Kak MpUHAT B nporpammax s CPU. HyXHO IOMHUTB O pa3HbIX
TUIAX MaMsITH, O TOM, YTO JIOKaJbHas U TJI00ANbHAs MaMsATh HE KIIIMPYETCS M 3aJEPKKU MPH
JOCTYTIE K HEW TOpa3/Io BhIIIE, YEM Y PETUCTPOBON MaMATH, TaK KaK OHA (PU3NYECKH HAXOJIUTCS B
OTJEJIbHBIX MUKPOCXEMAX.

TunwuuHelid, HO He 00s3aTeNBHBIN TA0JIOH PEeIIeHUs 3a71a4:

* 3a71a4a pa3OuBaeTcs Ha 10/13a1a4u;

* BXOJIHBIE JTAHHBIC JIEJIATCS Ha OJIOKH, KOTOPbIE BMELIAIOTCS B Pa3/eIIeMyIO TaMsTh;
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* KaX/1bIi1 0J10K 00pabaTeiBaeTcsi 0JI0KOM IOTOKOB,;

* O0JIOK MOATPYIKACTCS B Pa3AesIeMy0 TaMATh U3 II100aIbHOM;

* Ha/1 JAHHBIMU B pa3IesIIeMON aMsITH IPOBOJSATCS COOTBETCTBYIOIINE BHIYMCIICHHUS;

* pe3yJbTaThl KOMUPYIOTCS U3 pa3esiieMoi NaMsITH 00paTHO B TTI00ANIBHYIO.

Cpena nporpaMMHpOBaHHUSA

B cocraB CUDA BxoasT runtime 6MOIHOTEKH:

* o0m1ass 4acTh, MPEJOCTABIISAIONIAs] BCTPOCHHbIE BEKTOPHBIC THUIBI M IMOJMHOXECTBA
Bb130BOB RTL, nonnepxkxusaemeie Ha CPU u GPU;

* CPU-koMnOHEHTa, U1l yIPaBJIeHUs OJHUM WK Heckosibkumu GPU;

* GPU-koMmoHeHTa, mpeaocTasistomas creruduueckue Gpynkmun pis GPU.

OcnosHro#t niponiecc npunnoxkenus CUDA pabotaet Ha yHuBepcaibHOM miporieccope (host),
OH 3aIycKaeT HECKONbKO Komuii mporeccoB kernel ma Bumeokapre. Koxg mams CPU nemaer
crenytouiee: nHunuanuzupyer GPU, pacnpenenser naMsaTh Ha BUIEOKApTE U CHCTEME, KOITHPYET
KOHCTaHThl B TNaMsiTh BHJEOKApTHI, 3allyCKaeT HECKOJIbKO Komuil mpomeccoB kernel Ha
BUJICOKAPTE, KOMUPYET IOJyUYECHHBI pe3yslbTaT M3 BHJICONAMSTH, OCBOOOXKIACT MaMATh H
3aBepIiaet padoTy.

B kauectBe mpumepa i nonumanusi npuseneM CPU kon ans cioXeHHs BEKTOPOB,
npeacrasieHHbii B CUDA:

//PasmMep BEeKTOpa B INEeMEeHTax

const int N = 1048576;

/fpasmep BexTOpa B bBamrax

const int dataSize = N * sizeof(float):

/ Brgenemwse narsaTie CPU

float *h A = (float *)malloc(dataSize):
float *h B = (float *)malloc(dataSize):
float *h_C = (float *)malloc(dataSize);

/ Bxgenewe narsaTis GPU
float *d A, *d B, *d C;
cudaMalloc({void **)&d A, dataSize)):
cudaMalloc((void **)&d B, dataSize)):
cudaMalloc((void **)&d C, dataSize)):;

{ Mwagramesuposars h &[], h B[]..

f/Cromposars BXOgHHe Januue B GPU piua obpaborTrs
cudaMemcpy(d R, h R, dataSize, cudalMemcpyHostToDevice) );
cudaMemcpy(d_ B, h B, dataSize, cudalMemcpyHostToDevice) );
fi3anycTrs sappo 3 H 7 256 6noxos mo 256 moToxos
f/fMipegnonarasi, yro N xparxo 256

vectorRdd<<<N f 256, 256>>>(d_C, d_A, d B);

ffCyrrars pesymsTaTH GPU

cudaMemcpy(h C, d C, dataSize, cudaMemcpyDeviceToHost) ):

Pucynox 3. Ilpumep koza CI0KeHUSI BEKTOPOB

@yHKINY, UCIOJIHSAEMbIE BUICOUUIIOM, UMEIOT CIEAYIOLUIUE OIPAHUYEHHUS: OTCYTCTBYET
PEeKypCHsl, HET CTATUYECKUX MEPEMEHHBIX BHYTPU (PYHKIMI M IEPEMEHHOTO YHCIIa apTyMEHTOB.
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[Tonnep>kuBaeTcs [Ba BUJIA YIPABICHUS NaMSTHIO: JIMHEHHAs TaMSATh C JIOCTYIIOM 10 32-OMTHBIM
ykazatensiM, 1 CUDA-MaccuBBI ¢ TOCTYIIOM TOJIBKO uepe3 (PyHKIIUH TEKCTYPHOH BBIOOPKH.

ITporpammsr Ha CUDA MoryT B3auMoeicTBoBaTh ¢ rpadpudeckumu APIL: st pennepunra
TAHHBIX, CTCHEPHPOBAHHBIX B IpOrpaMMe, Uil CUMUTBHIBAHUS PE3yJIbTATOB PEHACPHUHra M HUX
obpabotku cpenctBamu CUDA (Hanmpumep, mpu peanuszauuu GuibTpoB noctodbpadorku). s
3TOro pecypcnl rpapuueckux API Moryt ObITh 0TOOpaskeHBI (¢ MOIYYEHUEM ajjpeca pecypca) B
npoctpanctBo riobansHo mamsaT CUDA. [lomnep:kuBaroTcsl CIEIYIOIIME THITBI PECYPCOB
rpapuueckux API: Buffer Objects (PBO / VBO) B OpenGL, BepmnHHbIe Oydepsl U TEKCTyphI
(2D, 3D u xybuueckue kaptbl) Direct3D9.

OyHKIUH, HCTIONHSAEMbIE BUICOUYMIIOM, MMEIOT CJEIYIOIUE OTPAHUYEHUS: OTCYTCTBYET
PEeKypCHs, HET CTATUYECKUX MEPEMEHHBIX BHYTPU (PYHKIMI ¥ IEPEMEHHOT0 YHCiIa apTyMEHTOB.
[Monnep>xuBaeTcst ABa BUAA YIPABICHUS MaMATBhIO: JHMHEHHas MaMsiTh C JOCTyNoM Mo 32-
outHbiMykazatensm, 1 CUDA-maccuBbl € JOCTYIIOM TOJBKO dYepe3 (PYHKIHH TEKCTYPHOH
BBIOOPKH.

ITporpammsr Ha CUDA MoryT B3auMoeicTBoBaTh ¢ rpadpudeckumu APIL: st pennepunra
TAHHBIX, CTCHEPHPOBAHHBIX B IMPOrpaMMe, Uil CUMUTBHIBAHUS PE3yJIbTATOB PEHACPHUHra M HUX
obpabotku cpenctBamu CUDA (Hanmpumep, mpu peanuszauuu GuibTpoB rnoctobpadorku). s
3TOro pecypcnl rpapuueckux API Moryt ObITh 0TOOpa)keHBI (C MOIYYEHUEM ajjpeca pecypca) B
npoctpanctBo riobansHo mamsaTH CUDA. Tlomnep:kuBaroTcsl CIEIYIOIINE THITBI PECYPCOB
rpapuueckux API: Buffer Objects (PBO / VBO) B OpenGL, BepmnHHbIe Oydepsl U TEKCTyphI
(2D, 3D u xybuueckue kapthl) Direct3D9.

C/IC++ CUDA
Application

PTX to Target
Compiler

IS

Pucynox 4. Craguu xomnumsuun CUDA -nipunoxeHus

@aiinbl ucxogHoro koaa Ha CUDA C komnuiupytores npu nomotnu nporpammbel NVCC,
KOTOpasi SBIISIETCS 000JI0YKOM Haa IPYTUMHU MHCTPYMEHTaMHU, U BBI3bIBaeT ux: cudacc, g++, cl u
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ap. NVCC renepupyeT: KoJ sl HEHTPaIbHOTO MPOLECCOpa, KOTOPbI KOMIMINPYETCS BMECTE C
OCTaJbHBIMU YaCTSAMU MPUIIOKEHUS, HATMCAaHHBIMU Ha 9yucTOM CH, u 00bekTHBIN Koa PTX mms
Buzeounna. Mconuumsie daitnsl ¢ kogom Ha CUDA B 00s13aTeIbHOM MOPSAKE TPEOYIOT HATNYHS
oubmmorek CUDA runtime library (cudart) u CUDA core library (cuda).

3aki04eHue.

[IpencraBnennas komnanueit Nvidia mporpamMmMHo-anmnapaTHasl apXuTeKTypa Jjsl pacuéToB
Ha Bujeounnax CUDA XOpomo MOAXOUT AJISi PeHIeHUs] IIMPOKOro Kpyra 3a/ad ¢ BBICOKHM
napamenu3smom. CUDA paboTaer Ha 00iblIIOM KoiuyecTBe BHIAeouMNoB Nvidia, U yiydmiaer
Mojienb nporpammupoBanus GPU, 3HaunTensHO ymporas e€ u 100aBiss 00JIbII0e KOJTUIECTBO
BO3MOYKHOCTEH, TaKMX Kak paszaensieMas IMaMsiTh, BO3MOXHOCTb CHHXPOHH3ALUU MOTOKOB,
BBIUUCIICHUS C JBOWHOW TOYHOCTHIO U IIEJIOUMCIICHHBIE ONIEPAIUH.
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