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Abstract: edge and IoT sensor deployments increasingly require on-site or near-site data quality control and
forecasting, yet the computing resources available at remote monitoring stations are often limited. This paper
addresses the design and optimization of a lightweight machine learning pipeline that combines a rolling z-
score anomaly filter with a gradient-boosted regression model for short-horizon forecasting, using continuous
water-discharge monitoring in an arid region as a representative resource-constrained deployment case. The
design is evaluated against persistence and ARIMA baselines using accuracy, RMSE, MAE, and inference
time as joint design criteria. Results show that the proposed lightweight model attains 92.7% forecasting
accuracy with an RMSE of 0.58 m3/s and an inference time of 0.46 s, outperforming both baselines in accuracy
while remaining suitable for periodic retraining on modest edge-computing hardware, illustrating an effective
algorithm-design strategy for resource-constrained monitoring systems.
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[. INTRODUCTION

As edge and loT sensor networks scale up, there is a growing design requirement to embed data-quality
control and short-horizon forecasting directly at, or close to, the sensing point, rather than relying solely on
centralized processing. This raises an algorithm-design problem: the chosen model must be accurate enough
to be useful for decision-making, yet computationally light enough to run and be periodically retrained on the
modest hardware typically available at regional monitoring centers. This paper addresses that design problem
using continuous discharge, stage, and salinity monitoring in the Aral Sea region of Uzbekistan as a
representative, resource-constrained deployment case that is well suited to expose the accuracy-versus-cost
trade-off central to the design.

The contribution of this paper is a lightweight algorithm design combining a low-complexity statistical anomaly
filter with a gradient-boosted forecasting model, together with an evaluation methodology that treats
computational cost as a first-class design criterion alongside accuracy.

II. DESIGN PROBLEM FORMULATION

Let x denote a sensor reading at time t. The algorithm design must satisfy two requirements under a limited
computational budget: (1) for each new reading, decide in constant or near-constant time whether it is
anomalous and should be withheld from downstream processing; (2) using upstream discharge and lagged
rainfall, produce a forecast of discharge Q at a short lead time A for a downstream control point, at an inference
cost compatible with edge or regional-center hardware.

[Il. ALGORITHM DESIGN
a. Lightweight anomaly-detection filter

For a rolling window of size W, the z-score of a new reading x relative to the local mean yw and standard
deviation ow is computed in O(1) amortized time per sample:

Zy = xr;V:tW (1)

A reading is flagged when |zB| > zwn (typically zw = 3); under a Gaussian null hypothesis the expected false-
flag rate is:

POzl > zp) = 2(1 — ®(2e)) )

where ®(z,,) is the standard normal CDF; this design keeps the per-sample filtering cost independent of the
size of the historical record.
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b. Forecasting model design
Downstream discharge at lead time A is expressed by the interpretable linear structure:
Qaown(t +4) = By + B1Qup(t) + BR(t —1) + &(t) 3

in the proposed design this linear form is replaced with a gradient-boosted tree ensemble over the same feature
set, chosen specifically because it offers a favorable accuracy-per-training-cost ratio and predictable, bounded
inference latency compared to deeper models, which is the key design requirement for edge deployment.

c. Design evaluation metrics

Forecast quality is evaluated using RMSE and MAE over M held-out samples, while wall-clock inference time
is recorded as an explicit design (resource-cost) metric alongside accuracy:

RMSE = /%z(qi — Q,)? 4)

MAE = ~2|Q; — Qi )
IV. RESULTS AND DESIGN EVALUATION

Table 1 and Fig. 1 compare the proposed lightweight design against a persistence baseline and an ARIMA
model for one-hour-ahead discharge forecasts, jointly reporting accuracy, RMSE, and inference time as design
criteria.

Table 1. Design comparison of forecasting methods (1-hour lead time)

Method Accuracy, % RMSE, m3/s Inference time, s
Persistence (baseline) 71.4 1.86 0.01
ARIMA 84.2 1.02 0.34
Proposed (gradient boosting) 92.7 0.58 0.46

B Forecast accuracy, % mm RMSE, m3/s
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Figure 1. Forecast accuracy and RMSE for the three compared design options

The proposed design reduces RMSE by 44% relative to ARIMA and by 69% relative to persistence, at an
inference cost of 0.46 s per sample, which remains well within the periodic-retraining budget available on
modest regional-center hardware. The anomaly filter of equations (1)-(2) further protects the forecasting model
from being trained on faulty readings caused by transient sensor faults, improving robustness at negligible
additional computational cost.
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V. CONCLUSION

This paper presented the design and optimization of a lightweight machine learning pipeline, combining a
constant-time statistical anomaly filter with a gradient-boosted forecasting model, explicitly evaluated against
both accuracy and computational-cost criteria. Using discharge forecasting for arid-region water monitoring as
a representative case, the design was shown to substantially outperform persistence and ARIMA baselines in
accuracy while remaining suitable for deployment on resource-constrained edge and regional-center
hardware. The design methodology generalizes to other edge-Al applications where accuracy must be
balanced against a limited computational budget.
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MPOEKTUPOBAHWVE N ONTUMW3ALINA NIETKOBECHOIO ANIFOPUTMA MALWMHHOIO OBYYEHWUA
AnA ObHAPY>XXEHWA AHOMAITMA U NMPOIMHO3VPOBAHNA B PEXXMME PEAIIBHOIO BPEMEHU HA
PECYPCOOIPAHNYEHHBLIX NEPUPEPNNHBIX CEHCOPHBLIX CUCTEMAX
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AHHOTaUMs: pa3BépTbiBaHNA NnepudepuinHbIx 1 loT-ceHCcopoB BCE Yalle TpebyT KOHTPOIst Ka4eCcTBa AaHHbIX
1 MPOrHO3NPOBaHWS Ha MecTe unn BGNn3n Mecta yCTaHOBKWU, OAHAKO BblYMCUTENbHbIE PECYPChI, AOCTYMNHbIE
Ha yOanéHHbIX CTaHUMSX MOHWUTOPWHIA, 3a4yacTylo orpaHuyeHbl. B gaHHon pabote paccmaTpuBaroTcs
NPOEKTMPOBaHNE M ONTUMMU3AUUS JIETKOBECHOIO KOHBENepa MallWMHHOro oby4veHusi, KoTopbi obbeauHAeT
CKOMb3AWMN z-score (UbTP aHoManui C MoAdenbl  rpagueHTHO-OYyCTMHIOBOW  perpeccun  Ans
KPaTKOCPOYHOrO MPOrHO3MPOBaHUS, Ha NPUMEPE HEMPEPBIBHOIO MOHUTOPWUHIA pacxoga Bo4bl B 3aCyLUMVBOM
perMoHe Kak penpe3eHTaTMBHOIO Cryvaslh pasBEpPTbiBAHWSA B  YCIOBMAX OrpPaHUMYEHHbIX PECYpPCOB.
PaspaboTaHHOe pelleHne oLueHNBaAETCsl B CpaBHEHUMN ¢ ©6a30BbIMM MoaensiMm nepcncteHTHocTn n ARIMA ¢
ncronb3oBaHnemMm TouHocTn, RMSE, MAE u BpemMeHu uHdepeHca B Ka4yeCTBE COBMECTHbLIX KpUTepueB
NPOEKTMPOBaHNS. Pe3ynbTaThl NOKasbIBalOT, YTO Npeanaraemasi fierkoBecHash Mogenb JOCTUraeT TOYHOCTH
nporHosmpoBanns 92,7% npu RMSE 0,58 m*c n Bpemenn nHdepeHca 0,46 ¢, npesBocxoas obe Gasosbie
MOZENN MO TOYHOCTU U OCTaBasiCb NMpW 3TOM MPUTOAHON AN NEPUOSNYECKOro NepeobyyeHnss Ha CKPOMHOM
nepugepunHoOM  BbIMMCIIUTENBHOM  0BOpYyoOBaHUM, 4TO  WAMOCTpUpyeT 3PEEKTUBHYKO  CTpaTernto
NMPOEKTUPOBAHNS anropuTMOB A CUCTEM MOHUTOPUHIA C OFPaHUYEHHBIMU pecypcamu.

KntoueBble croBa: MpOEKTUMPOBAHME M ONTMMM3auUMst anropyMTMOB, MalUMHHOE obydeHue, nepudepuriHbie
BblYMCIEHUS, OOHapy>XeHWe aHoManumn, rpagueHTHbin ByctmHr, ARIMA, cuctembl C OrpaHUYeHHbIMU
pecypcamu.
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